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Machine Learning
• Making predictions or decisions from data 

• Machine learning is easily the greatest export from 
computing to other scientific disciplines



What makes a “2”?

[Source: Urtasun]



Machine Learning
• It is very hard to write programs that solve problems like recognizing a 

handwritten digit 
• What distinguishes a 2 from a 7? 
• How does our brain do it? 

• Instead of writing a program by hand, we collect examples that specify the 
correct output for a given input 

• A machine learning algorithm then takes these examples and produces a 
program that does the job 

• The program produced by the learning algorithm may look very different 
from a typical hand-written program. It may contain millions of numbers. 

• If we do it right, the program works for new cases as well as the ones we 
trained it on.



Applications of  
Machine Learning

• Recognizing patterns: face recognition, spoken language 
understanding 

• Digital images and videos: autonomous vehicles 

• Recognizing anomalies: unusual sequence of credit card 
transactions 

• Spam filtering & fraud detection 

• Recommendation system: ads by Google, Amazon 

• Information retrieval: find similar images 

• And many many more …
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Application: Invariant recognition in natural images

[Thomas Serre 2012]

From N. De Freitas
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Millions of labeled examples are used to build real-world
applications, such as pedestrian detection

[Tomas Serre]
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More applications of the same idea

[Okuma, Taleghani, dF, Little, Lowe, 2004]
Best Cognitive Vision Paper- ECCV
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Place cells in the hippocampus and grid cells in the entorhinal cortex
[John O’Keefe, May-Britt Moser and Edvard Mosel, NOBEL 2014]
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[Matthew Zeiler & Rob Fergus]

Convolutional networks
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Google’s neural net learns just by watching youtube videos

From N. De Freitas



Machines that learn to recognise what they see and hear are at the
heart of Apple, Google, Amazon, Facebook, Netflix, Microsoft, etc.

From N. De Freitas



Review sentiment and summarization

[Kotzias, Denil, Blunsom & NdF, 2014]

From N. De Freitas



Structured queries and outputs

Who’s likely
to want
to watch this
movie with
me on
Friday?

ooooo

ooooo

oooooooooo

ooooo

Phil is available and he likes movies with Downey JR

From N. De Freitas



Sequence learning and recurrent nets

[Sutskever et al, Graves et al]
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Sequence learning and recurrent nets

[Alex Graves]
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Siamese nets, machine translation

[Le Cun et al, Blunsom et al]
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Imitation learning & mirror neurons
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Imitation learning for Atari

[Dejan Markovikj, Miroslav Bogdanovic, Misha Denil, NdF 2014]
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Machine learning deals with the problem of extracting features from
data so as to solve many different predictive tasks:

�Forecasting (e.g. Energy demand prediction, finance)
�Imputing missing data (e.g. Netflix recommendations)
�Detecting anomalies (e.g. Security, fraud, virus mutations)
�Classifying (e.g. Credit risk assessment, cancer diagnosis)
�Ranking (e.g. Google search, personalization)
�Summarizing (e.g. News zeitgeist, social media sentiment)
�Decision making (e.g. AI, robotics, compiler tuning, trading )
…

Machine learning

From N. De Freitas



Sequence learning and recurrent nets

From N. De Freitas



When to apply machine learning

�Human expertise is absent (e.g.
Navigating on Mars)

�Humans are unable to explain their
expertise (e.g. Speech recognition, vision,
language)

�Solution changes with time (e.g. Tracking,
temperature control, preferences)

�Solution needs to be adapted to particular
cases (e.g. Biometrics, personalization)

�The problem size is to vast for our limited
reasoning capabilities (e.g. Calculating
webpage ranks, matching ads to facebook
pages)

From N. De Freitas



Machine Learning and 
Statistics

• Machine learning deals with inference in the 
presence of uncertainty 

• Statistical theory to build models 

• Machine learning can be seen as applying 
computational techniques to statistical problems



Cultural&gap&(Tibshirani)&

•  network,#graphs#
•  weights#
•  learning#
•  generalization#
•  supervised#learning#

•  unsupervised#learning.#

•  large#grant:#$1,000,000#
•  conference#location:#
Snowbird,#French#Alps#

•  model#
•  parameters#
•  Citting#
•  test#set#performance#
•  regression/classiCication#

•  density#estimation,#
clustering#

•  large#grant:#$50,000#
•  conference#location:###Las#
Vegas#in#August#

Machine Learning---------------------Statistics 

From R. Urtasun



Big Data and Machine 
Learning

• Machine learning assumes access to large corpus 
of data for training 

• “Large” text dataset 

• 1,000,000                words in 1967 

• 1,000,000,000,000  words in 2006



Machine Learning
“When the Sloan Digital Sky Survey 

started work in 2000, its telescope in New 
Mexico collected more data in its first few 

weeks than had been amassed in the 
entire history of astronomy. 

Now, a decade later, its archive contains a 
whopping 140  terabytes of information. 

A successor, the Large Synoptic Survey 
Telescope, due to come on stream in Chile 
in 2016, will acquire that quantity of data 

every five days.” 

The Economist, February 2010

SLAC / LSST Camera 

15 Terabytes every night



Types of Learning
• Supervised: correct output known for each training example 

• Classification 

• Regression 

• Unsupervised: create internal representation of the input, 
capturing regularities/structure in data 

• Clustering 

• Dimensionality reduction 

• Reinforcement learning: pick actions/policy to maximize payoffs



Types of Learning

Supervised learning Unsupervised 
learning

Discrete Classification or 
Categorization Clustering

Continuous Regression Dimensionality 
reduction



Supervised Learning
• Classification 

• Outputs are categorical (1-of-N) 
• Inputs can be anything 
• Goal: select correct class for new inputs 
• Example: object recognition, medical diagnosis, etc. 

• Regression 
• Outputs are continuous 
• Inputs can be anything (typically continuous) 
• Goal: predict outputs for new inputs 
• Example: stock prices, customer ratings, etc. 

• Temporal prediction 
• Goal: classification/regression on new input given previous items in the sequence



Art of supervised machine 
learning

• Deciding how to represent inputs and outputs 

• Selecting a hypothesis space (~ model) 

• Have the right complexity 
• Rich enough to capture the relationship between 

inputs and outputs 
• Simple enough to be searched



Unsupervised learning
• Clustering 

• Inputs are vectors or categorical 
• Goal: group data based upon “similarity” 

• Compression 
• Inputs are vectors (typically) 
• Goal: construct an encoder/decoder, such that the size of 

encoder output is much smaller than the original.  Encoder 
followed by a decoder returns values similar to the original input. 

• Outlier detection 
• Inputs can be anything 
• Goal: select highly unusual cases



Machine learning & data 
mining

• Data mining 
• In the past, using simple machine learning algorithms on very 

large datasets 
• (Perhaps misuse) of statistical procedures to look for hidden 

relationships that may exist within data 

• Machine learning 
• More recently the lines between machine learning and data 

mining have been blurred. 
• Machine learning is now in the ascendence.  Machine learning 

is also been applied to problems in the domain of data mining. 



Case study
Question: what grade will I get in this course?

• Data: marks from previous years 

• Decide upon representation of input features, outputs; 
split into training and test set 

• Choose a model: linear regression 

• Decide how to evaluate system’s performance: objective 
function 

• Evaluate on test set: generalization



“tufa”

“tufa”

“tufa”

Can you pick out the tufas?
Josh Tenenbaum

Challenge: One-shot learning

From N. De Freitas



Other challenges

• Multi-task & transfer learning (generalization)

• Scaling and energy efficiency

• Ability to generate data (e.g., vision as inverse
graphics)

• Architectures for AI

From N. De Freitas



Machine learning is poised 
to bring massive changes to 
how we live, work, and play.


